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Motivation & Contributions

Graph-based RAG captures multi-hop relationships that flat retrieval misses, but existing methods rely on heuristic
subgraph selection with no guarantees.
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Query: “Introduce Steve Jobs's products in Apple.”
GraphRAG LightRAG QAFD-RAG

Our approach: Unlike GraphRAG (static communities) or LightRAG (1-hop ego-nets), Query-Aware Flow
Diffusion reweights edges by query alignment so mass flows along semantically relevant paths only — with provable
recovery guarantees.

Method

1. Find seeds. Extract query keywords via LLM; pick the top-/NV graph nodes whose embeddings
match — these are the flow entry points.

2. Reweight edges. Each edge (u,v) gets a score that combines how well u, v are structurally
connected with how strongly both align with the query:

w(Qa u, U) — Hsim(h(u)a h(?})) ‘ll T }L(Hsim(h(u)a h(CI)) T Hsim(h(v)v h(‘l)))]

query alignment (adapts per q)

structural (fixed)

3. Diffuse mass. Inject mass at seeds; node scores x solve a convex quadratic whose curvature
is set by the query-aware edges, and a push—relabel loop [5,6] converges to the optimum while only
touching nodes with excess mass — the solver is lazy and local.

min ;x'L(g)x + x'(T—A),  L(q) =BW(q)B'

the query-aware weights W (q) enter through the Laplacian L(q) — they shape the objective, steering mass along query-aligned paths.

4. Extract subgraph. Nodes that end up holding mass (x > 0) form the retrieved context G,
passed to the generator.

Push—relabel (step 3):
1. inject my = =, T}, at each seed s; 2. pick node v with m, > T,; 3. compute w(q,v,-) on-demand for neighbors; 4. push the
excess, update x; 5. repeat until =, max(0,m, —T,) < e.
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Framework Overview

Document: Chapter 3. Elaine 20
Benes: Feminist Icon or Just
One of the Boys?, by Sarah E.
Worth, evaluates Elaine’s role as
a strong, independent woman 1n

Step 1: Keyword Extraction

OIVT— Question: What role does feminism play in the book's analysis of Elaine Benes?

Step 3: Prompting

the context of feminist ethics

and cultural representation ... High-Level Keywords: "

Step 1: Document

"Philosophy", "Character evaluation"
Low-Level Keywords: "Elaine Benes", "Book
analysis", "Gender roles", "Social commentary"

"
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---Role---
You are a helpful assistant responding to

Chunking

Step 2: Seed Nodes Selection and
Query Aware Flow Diffusion

questions about the data in the tables provided.

---Goal---
Generate a response of the target length and
format that responds to the user's question,

Sub-graph

Indexing Stage
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Step 2: Entity and
Relationship Extraction
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The selected seed nodes are marked in the box.

summarizing all information in the input data
tables appropriate for the response length and
format, and incorporating any relevant general
knowledge. If you don't know the answer, just
say so. Do not make anything up. Do not include
information where the supporting evidence for it
is not provided.

Query Stage

---Target response length and format---
<response type>

Step 3: Prompting | ---Data tables---
—| Elaine Benes: <cluster information>
Women: <cluster information>
: <cluster information>
Feminist Philosophy: <cluster information>

Theoretical & Computational Properties

(1) Fast Convergence (Theorem 1)

Reaches an e-accurate solution in Od | A||;log(1/€)) iterations — runtime grows with the explored subgraph, not the full knowledge graph.

Parameters: € = target accuracy; d = max degree of visited nodes; ||Al|; = total seed mass at query entry points.

(2) Correct Recovery (Theorem 2)

Let R denote the set of query-relevant nodes (those that should be retrieved for

query ¢i). Under mild signal-to-noise conditions on node embeddings:
» Completeness: every node in R, receives positive flow.
» Bounded leakage: mass outside Ry, < [3-(mass inside Ry).
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(3) Computational — Scales & Lazy
» Scales to large graphs: only the needed portion is touc
» Lazy edges: weights are computed on-demand as flow

ned — no full scans.

propagates.

mass outside stays <

B of inside, 81

Query-Aware Flow Diffusion for Graph-Based RAG with Retrieval Guarantees

o

Page: qafd-rag.github.io

Experimental Results

Multi-Hop QA
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